
 
 
 
 
Roundtable “Next Generation AI” Topic II: AI and Domain Knowledge 
 
CAS Livestream: Wednesday, 26 January 2022 (9:00 - 16:30 h)  
(The event will take place as a zoom meeting. For participation please register at info@cas.lmu.de. You will 
then receive the link to access the event.) 
 
 
9:00 - 9:30  Methodology Introduction  

Björn Ommer (LMU) 
 
9:30 - 10:30  1. Session: Medicine (Chair: Katia Parodi) 

09:30 - 10:00  Michael Ingrisch (Medicine; LMU)  
AI in Radiology 

10:00 - 10:30  Gitta Kutyniok (Mathematics; LMU)  
AI Meets Models: Taking the Best out of Both Worlds 

 
10:30 - 11:00 Break 
 
11:00 - 12:30  2. Session: Humanities (Chair: Florian Englmaier) 

11:00 - 11:30  James Kirby (Linguistics and Literature, LMU)  
Speech Prosody: Challenges for Machine Learning 

11:30 - 12:00  Nicola Lercari (Archaeology, LMU)  
Artificial Intelligence in Landscape Archaeology and Ancient 
Topography 

12:00 - 12:30  Björn Ommer (Informatics/; LMU)  
AI & Computer Vision: Why We Need (no) Domain Knowledge 

 
12:30 - 13:30 Lunch Break 
 
13:30 - 15:00  3. Session: Natural Sciences (Chair: Bernd Bischl) 

13:30 - 14:00  Daniel Grün (Astrophysics, LMU)  
Artificial Intelligence as a Tool for Cosmology and Large Astronomical 
Surveys 

14:00 - 14:30  Heiner Igel (Geophysics; LMU)  
Artificial Intelligence in Seismology 

14:30 - 15:00  Markus Ankenbrand (Biology; Würzburg)  
Multimodal AI and Interpretability 

 
15:00 - 15:30 Break 
 
15:30 - 16:30 Panel Discussion: Expectations of AI (Chair: Göran Kauermann)  

Daniel Grün (Astrophysics), James Kirby (Linguistics and Literature), Nicola Lercari 
(Archaeology), Björn Ommer (Informatics), Gitta Kutyniok (Mathematics) 



Abstracts 
 
Michael Ingrisch: AI in Radiology 
In radiology, there is great potential to support, optimize and automate workflows using artificial intelligence. 
The first AI-supported assistance systems can reliably automate repetitive and simple tasks in radiological 
image analysis - such as the detection, progress monitoring, counting and volumetrics of lesions. The more 
difficult or critical the tasks become, the higher the requirements must be for transparency, traceability, and 
reliability of AI-assisted analysis systems - black box systems are not acceptable. Quantification of uncertainty 
would be highly desirable to appropriately weight AI-assisted predictions in clinical decision making.  
Large amounts of complex and possibly high-dimensional image data are available in radiological image 
archives, but these are insufficiently labeled in terms of supervised learning. Labeling and annotation by 
radiologists is expensive, slow, and does not scale with the amount of data. Unsupervised and semi-supervised 
approaches accordingly have great potential for application, in particular Active Learning is a possible 
approach for dealing with radiological image data. In addition, possible sources of bias, e.g., in the compilation 
of data sets, must always be considered - always also in the context of the clinical question that is to be 
answered on the basis of the data. 
 
 
Gitta Kutyniok: AI meets Models: Taking the Best out of Both Worlds 
Pure AI-based approaches can often be significantly improved by using domain knowledge in a smart manner. 
Such domain knowledge is typically given in terms of mathematical models, raising the question on how to 
optimally combine methods of artificial intelligence with mathematical modeling.  
In this talk, we will survey several possibilities of such combinations. Then we will focus on medical imaging, in 
particular, computed tomography (CT), where the task is to reconstruct the original image from the 
measurements of a CT scanner. This so-called inverse problem is particularly challenging when a significant 
portion of the measurements is missing, such as in the case of limited-angle CT. We will discuss a conceptually 
general approach for solving this problem by combining AI with mathematical models.  
 
 
James Kirby: Speech Prosody: Challenges for Machine Learning 
As in many other areas, deep learning techniques are ubiquitous in speech and natural language applications. 
The impressive advances seen in models like GPT-3 have increasingly led to pronouncements that speech and 
language are essentially solved problems. However, the success of such models is heavily dependent on the 
quality of the representations learned from data, requiring the costly and time-consuming creation of large 
annotated corpora. For speech synthesis and speech recognition, this is especially problematic: not only 
because the necessary training resources are unavailable for most of the world’s languages, but also because 
speech signals encode a complex, high-dimensional, hierarchical structure that is difficult to infer in an 
unsupervised or semi-supervised fashion. In this talk, we focus particularly on the issue of speech prosody: the 
organization of words, syllables, and segments into higher-level constituents, signaled in terms of their relative 
prominence. We discuss the challenges that prosody presents for “end-to-end” deep learning approaches, and 
make a case for the continued value of domain knowledge in the deep learning speech pipeline. 
 
 
Nicola Lercari: Artificial intelligence in landscape archaeology and ancient topography 
Satellite imagery, Synthetic Aperture Radar (SAR), and airborne Light Detection and Ranging (LiDAR) enable 
transformative research in archaeology. These remote sensing techniques provide high precision 
representations of a landscape whose analysis reveals hidden or otherwise unobtainable knowledge of ancient 
settlement patterns and human behavior. However, they introduce great complexity by producing bulky 
datasets that require domain experts to perform time-consuming feature or pattern recognition and 
classification to extract information at landscape scales. Since the 2010s, archaeologists have increasingly 
turned to machine learning applications (neural networks) to solve the Big Data issue in archaeology. For 
example, using LiDAR and supervised classification methods, Mayanists have achieved extraordinary results in 
surveying and mapping environments with dense vegetation and challenging topography in Southern Mexico, 
Guatemala, and Belize. Similarly, Nordic archaeologists have used neural networks to perform semi-automatic 
mapping of Norse settlements. This presentation reviews recent applications of machine learning in landscape 



archaeology and ancient topography and intends to spark a debate on the role of remote sensing and artificial 
intelligence in studying and interpreting the human past. 
 
 
Björn Ommer: AI & Computer Vision: Why We Need (no) Domain Knowledge 
This talk will discuss why we should utilize domain knowledge for challenging pattern recognition tasks – and 
why not. In particular, we will look at the specific example of Computer Vision – algorithms that enable 
computers to learn to see – which has been a key challenge for driving the development of machine learning 
and modern deep learning in particular. Automatic image analysis and, ultimately, image understanding 
demands to learn complex patterns. Learning characteristic patterns of objects with large intra-class variability 
from finite training data and generalizing to novel test data can benefit from incorporating prior domain 
knowledge. However, there are also prominent examples where utilizing such prior knowledge hindered the 
development of more powerful approaches. The talk will review these issues and discuss the lessons learned 
for machine learning and its applications. 
 
 
Daniel Grün: Artificial Intelligence as a Tool for Cosmology and Large Astronomical Surveys 
Cosmology has become a data-heavy science, driven now by unprecedentedly large observing programs 
mapping the distant universe. These data are collected to precisely detect what likely will be minuscule hints 
of the unknown physics of dark energy and dark matter. Artificial intelligence has a number of distinct 
purposes in this context - categorization and calibration of the collected data, evaluation and exploitation of its 
information content for cosmological purposes, and building of generative models that allow innovative 
analyses. The requirements for success differ from many common applications of AI, however: ensuring small 
systematic errors, rather than small statistical uncertainty, is often the dominant problem; estimators need to 
be adapted to the physical needs of the analysis; and uncertainties on the estimated quantities need to be 
expressed in a statistically well-defined and rigorous way. I will describe applications of AI that design and 
combine architectures for this purpose (and a few that don't!), and outline the potential of generative models 
in the analysis of the next generation of cosmological data. 
 
 
Heiner Igel: Artificial Intelligence in Seismology 
Seismology can be considered data-rich with ten thousands of seismic sensors scattered around the Earth 
measuring ground motions - often permanently - with sampling rates of up to 100Hz. While early applications 
of machine learning (neural networks) go back to the early nineties, seismology has seen a sudden rise in AI 
applications only recently. As in many other disciplines pattern recognition is currently the most promising 
application. Examples are the simple recognition of so called P- or S-waves in noisy data that indicate the 
occurrence of earthquakes (natural or induced). Coherence with signals from other receivers allows then 
automated earthquake detection and location. It could be shown that with this fully automated scheme an 
order of magnitude more earthquakes can be detected (with some failures of course). Other deep learning 
applications involve the forecasting of laboratory earthquakes, the rapid estimation of internal structure 
(seismic tomography), or the forecasting of induced seismic events by finding appropriate patters in 
production and seismic parameters in geothermal projects (like in Munich).  
 
 
Markus Ankenbrand: AI and Interpretability 
Two major challenges in modern AI are training models with multiple modalities and interpretability of the 
trained models. In medical imaging these different modalities can be MRI images acquired with different 
scanning sequences or combinations of PET and CT images. More generally, the different modalities can be of 
completely different nature like images, natural language, and DNA. In this context domain knowledge can be 
used to combine all data sources in a meaningful way. The lack of interpretability of most deep-learning 
models is particularly problematic in medicine where the well being of patients depends on correct 
classifications, diagnoses and treatments. A simple approach to assessing the robustness of trained models is 
by analyzing the impact of input perturbations on the model predictions. Currently, domain knowledge is 
required to design and select realistic perturbations. In this talk, I present the application of these ideas to case 
studies in the domain of cardiac MRI. 
 


